1.关联度分析代码
import pandas as pd

data_path = r"C:\Users\吴猛\OneDrive\桌面\关联度分析.xlsx"

df = pd.read_excel(data_path)

# 计算关联系数

correlation = df.corr()['成交价格（万）'].abs()  # 获取房价列与其他列的相关系数的绝对值

correlation = correlation.drop('成交价格（万）')  # 删除与房价列自身的相关系数

correlation = correlation.sort_values(ascending=False)  # 根据关联系数进行降序排序

print("各因素与房价的关联系数:")

print(correlation)

XGR-Stacking模型建模代码

import pandas as pd

import numpy as np

import matplotlib.pyplot as plt

from sklearn.model_selection import train_test_split

from sklearn.ensemble import RandomForestRegressor, GradientBoostingRegressor, StackingRegressor

from xgboost import XGBRegressor

from sklearn.linear_model import LinearRegression

from sklearn.metrics import mean_squared_error, r2_score

from scipy import stats

from sklearn.model_selection import cross_val_score

from bayes_opt import BayesianOptimization

# 加载数据集

data = pd.read_excel(r"C:\Users\吴猛\OneDrive\桌面\数据.xlsx")

# 数据预处理

data.dropna(inplace=True)  # 删除缺失值

data = data[(np.abs(stats.zscore(data)) < 3).all(axis=1)]  # 移除异常值

# 划分特征和标签

X = data.drop(columns=['成交价格（万）'])  # 特征

y = data['成交价格（万）']  # 标签

# 划分训练集和测试集

X_train, X_test, y_train, y_test = train_test_split(X, y, test_size=0.2, random_state=42)

# 使用贝叶斯优化进行参数调优

def rf_cv(n_estimators, max_depth, min_samples_split, min_samples_leaf, max_features):

    rf_model = RandomForestRegressor(n_estimators=int(n_estimators),

                                     max_depth=int(max_depth),

                                     min_samples_split=int(min_samples_split),

                                     min_samples_leaf=int(min_samples_leaf),

                                     max_features=max_features,

                                     random_state=42)

    scores = cross_val_score(rf_model, X_train, y_train, cv=5, scoring='neg_mean_squared_error')

    return scores.mean()

def gb_cv(n_estimators, learning_rate, max_depth, min_samples_split, min_samples_leaf, subsample):

    gb_model = GradientBoostingRegressor(n_estimators=int(n_estimators),

                                         learning_rate=learning_rate,

                                         max_depth=int(max_depth),

                                         min_samples_split=int(min_samples_split),

                                         min_samples_leaf=int(min_samples_leaf),

                                         max_features='sqrt',

                                         subsample=subsample,

                                         random_state=42)

    scores = cross_val_score(gb_model, X_train, y_train, cv=5, scoring='neg_mean_squared_error')

    return scores.mean()

def xgb_cv(learning_rate, n_estimators, max_depth, subsample, colsample_bytree, gamma, min_child_weight):

    xgb_model = XGBRegressor(learning_rate=learning_rate,

                             n_estimators=int(n_estimators),

                             max_depth=int(max_depth),

                             subsample=subsample,

                             colsample_bytree=colsample_bytree,

                             gamma=gamma,

                             min_child_weight=min_child_weight,

                             random_state=42)

    scores = cross_val_score(xgb_model, X_train, y_train, cv=5, scoring='neg_mean_squared_error')

    return scores.mean()

rf_bo = BayesianOptimization(rf_cv, {'n_estimators': (100, 500),

                                     'max_depth': (5, 30),

                                     'min_samples_split': (2, 20),

                                     'min_samples_leaf': (1, 10),

                                     'max_features': (0.5, 0.9)})

gb_bo = BayesianOptimization(gb_cv, {'n_estimators': (100, 500),

                                     'learning_rate': (0.01, 0.2),

                                     'max_depth': (3, 15),

                                     'min_samples_split': (2, 20),

                                     'min_samples_leaf': (1, 10),

                                     'subsample': (0.6, 1.0)})

xgb_bo = BayesianOptimization(xgb_cv, {'learning_rate': (0.01, 0.2),

                                       'n_estimators': (100, 500),

                                       'max_depth': (3, 15),

                                       'subsample': (0.6, 1.0),

                                       'colsample_bytree': (0.5, 0.9),

                                       'gamma': (0, 5),

                                       'min_child_weight': (1, 10)})

rf_bo.maximize(init_points=5, n_iter=10)

gb_bo.maximize(init_points=5, n_iter=10)

xgb_bo.maximize(init_points=5, n_iter=10)

rf_params = rf_bo.max['params']

gb_params = gb_bo.max['params']

xgb_params = xgb_bo.max['params']

# 训练最佳模型

rf_model = RandomForestRegressor(n_estimators=int(rf_params['n_estimators']),

                                 max_depth=int(rf_params['max_depth']),

                                 min_samples_split=int(rf_params['min_samples_split']),

                                 min_samples_leaf=int(rf_params['min_samples_leaf']),

                                 max_features=rf_params['max_features'],

                                 random_state=42)

gb_model = GradientBoostingRegressor(n_estimators=int(gb_params['n_estimators']),

                                     learning_rate=gb_params['learning_rate'],

                                     max_depth=int(gb_params['max_depth']),

                                     min_samples_split=int(gb_params['min_samples_split']),

                                     min_samples_leaf=int(gb_params['min_samples_leaf']),

                                     max_features='sqrt',

                                     subsample=gb_params['subsample'],

                                     random_state=42)

xgb_model = XGBRegressor(learning_rate=xgb_params['learning_rate'],

                         n_estimators=int(xgb_params['n_estimators']),

                         max_depth=int(xgb_params['max_depth']),

                         subsample=xgb_params['subsample'],

                         colsample_bytree=xgb_params['colsample_bytree'],

                         gamma=xgb_params['gamma'],

                         min_child_weight=xgb_params['min_child_weight'],

                         random_state=42)

rf_model.fit(X_train, y_train)

gb_model.fit(X_train, y_train)

xgb_model.fit(X_train, y_train)

# 评估模型

rf_pred_test = rf_model.predict(X_test)

gb_pred_test = gb_model.predict(X_test)

xgb_pred_test = xgb_model.predict(X_test)

rf_r2 = r2_score(y_test, rf_pred_test)

gb_r2 = r2_score(y_test, gb_pred_test)

xgb_r2 = r2_score(y_test, xgb_pred_test)

print("Random Forest R² Score:", rf_r2)

print("Gradient Boosting R² Score:", gb_r2)

print("XGBoost R² Score:", xgb_r2)

# 使用融合模型

stacked_model = StackingRegressor(estimators=[('rf', rf_model), ('gb', gb_model), ('xgb', xgb_model)], final_estimator=LinearRegression())

stacked_model.fit(X_train, y_train)

# 评估融合模型

stacked_pred_test = stacked_model.predict(X_test)

stacked_r2 = r2_score(y_test, stacked_pred_test)

print("Stacked Model R² Score:", stacked_r2)

# 计算模型均方误差

rf_mse = mean_squared_error(y_test, rf_pred_test)

gb_mse = mean_squared_error(y_test, gb_pred_test)

xgb_mse = mean_squared_error(y_test, xgb_pred_test)

stacked_mse = mean_squared_error(y_test, stacked_pred_test)

print("Random Forest MSE:", rf_mse)

print("Gradient Boosting MSE:", gb_mse)

print("XGBoost MSE:", xgb_mse)

print("Stacked Model MSE:", stacked_mse)

# 输出最佳参数值

print("Random Forest Best Parameters:")

print(rf_params)

print("Gradient Boosting Best Parameters:")

print(gb_params)

print("XGBoost Best Parameters:")

print(xgb_params)

# 绘制Random Forest模型的预测结果图

plt.figure(figsize=(10, 6))

plt.scatter(y_test, rf_pred_test, color='blue', label='Random Forest Predictions')

plt.plot([min(y_test), max(y_test)], [min(y_test), max(y_test)], color='red', linestyle='--')

plt.xlabel('True Values')

plt.ylabel('Predictions')

plt.title('Random Forest Predictions')

plt.legend()

plt.show()

# 绘制Gradient Boosting模型的预测结果图

plt.figure(figsize=(10, 6))

plt.scatter(y_test, gb_pred_test, color='green', label='Gradient Boosting Predictions')

plt.plot([min(y_test), max(y_test)], [min(y_test), max(y_test)], color='red', linestyle='--')

plt.xlabel('True Values')

plt.ylabel('Predictions')

plt.title('Gradient Boosting Predictions')

plt.legend()

plt.show()

# 绘制XGBoost模型的预测结果图

plt.figure(figsize=(10, 6))

plt.scatter(y_test, xgb_pred_test, color='orange', label='XGBoost Predictions')

plt.plot([min(y_test), max(y_test)], [min(y_test), max(y_test)], color='red', linestyle='--')

plt.xlabel('True Values')

plt.ylabel('Predictions')

plt.title('XGBoost Predictions')

plt.legend()

plt.show()

# 绘制Stacked模型的预测结果图

plt.figure(figsize=(10, 6))

plt.scatter(y_test, stacked_pred_test, color='purple', label='Stacked Model Predictions')

plt.plot([min(y_test), max(y_test)], [min(y_test), max(y_test)], color='red', linestyle='--')

plt.xlabel('True Values')

plt.ylabel('Predictions')

plt.title('Stacked Model Predictions')

plt.legend()

plt.show()

# 绘制Random Forest模型的残差图

plt.figure(figsize=(10, 6))

plt.scatter(rf_pred_test, y_test - rf_pred_test, color='blue', label='Random Forest Residuals')

plt.axhline(y=0, color='red', linestyle='--')

plt.xlabel('Predictions')

plt.ylabel('Residuals')

plt.title('Random Forest Residual Plot')

plt.legend()

plt.show()

# 绘制Gradient Boosting模型的残差图

plt.figure(figsize=(10, 6))

plt.scatter(gb_pred_test, y_test - gb_pred_test, color='green', label='Gradient Boosting Residuals')

plt.axhline(y=0, color='red', linestyle='--')

plt.xlabel('Predictions')

plt.ylabel('Residuals')

plt.title('Gradient Boosting Residual Plot')

plt.legend()

plt.show()

# 绘制XGBoost模型的残差图

plt.figure(figsize=(10, 6))

plt.scatter(xgb_pred_test, y_test - xgb_pred_test, color='orange', label='XGBoost Residuals')

plt.axhline(y=0, color='red', linestyle='--')

plt.xlabel('Predictions')

plt.ylabel('Residuals')

plt.title('XGBoost Residual Plot')

plt.legend()

plt.show()

# 绘制Stacked模型的残差图

plt.figure(figsize=(10, 6))

plt.scatter(stacked_pred_test, y_test - stacked_pred_test, color='purple', label='Stacked Model Residuals')

plt.axhline(y=0, color='red', linestyle='--')

plt.xlabel('Predictions')

plt.ylabel('Residuals')

plt.title('Stacked Model Residual Plot')

plt.legend()

plt.show()

# 绘制Random Forest模型的预测误差分布图

plt.figure(figsize=(10, 6))

plt.hist(y_test - rf_pred_test, bins=30, color='blue', alpha=0.7)

plt.xlabel('Prediction Errors')

plt.ylabel('Frequency')

plt.title('Distribution of Prediction Errors for Random Forest Model')

plt.show()

# 绘制Gradient Boosting模型的预测误差分布图

plt.figure(figsize=(10, 6))

plt.hist(y_test - gb_pred_test, bins=30, color='green', alpha=0.7)

plt.xlabel('Prediction Errors')

plt.ylabel('Frequency')

plt.title('Distribution of Prediction Errors for Gradient Boosting Model')

plt.show()

# 绘制XGBoost模型的预测误差分布图

plt.figure(figsize=(10, 6))

plt.hist(y_test - xgb_pred_test, bins=30, color='orange', alpha=0.7)

plt.xlabel('Prediction Errors')

plt.ylabel('Frequency')

plt.title('Distribution of Prediction Errors for XGBoost Model')

plt.show()

# 绘制Stacked模型的预测误差分布图

plt.figure(figsize=(10, 6))

plt.hist(y_test - stacked_pred_test, bins=30, color='purple', alpha=0.7)

plt.xlabel('Prediction Errors')

plt.ylabel('Frequency')

plt.title('Distribution of Prediction Errors for Stacked Model')

plt.show()

# 加载新的测试数据集

test_data = pd.read_excel(r"C:\Users\吴猛\OneDrive\桌面\测试数据.xlsx")

# 数据预处理

test_data.dropna(inplace=True)  # 删除缺失值

test_data = test_data[(np.abs(stats.zscore(test_data)) < 3).all(axis=1)]  # 移除异常值

# 提取特征

X_test_new = test_data  # 使用测试数据中的所有特征列作为新数据

# 使用堆叠模型进行预测

stacked_pred_test_new = stacked_model.predict(X_test_new)

# 将预测结果添加到测试数据集中

test_data['预测价格'] = stacked_pred_test_new

# 保存预测结果到 Excel 文件

output_file = r"C:\Users\吴猛\OneDrive\桌面\预测结果.xlsx"

test_data.to_excel(output_file, index=False)

# 输出预测结果的前几行

print("部分预测结果：")

print(test_data.head())

r2 = r2_score(y_test, stacked_pred_test)

print("Stacked Model R² Score:", r2)
